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[1naH ooknaga

KpaTkue onpegeneHuns

BblpasuTenbHOCTb (expressive power) un [Npobriema 0606LaeMoCcT
(generalization)

Teopua annpokcnMMaLunm ¢ NOMOLLbK HENpPOCETEN
Teopua onTMM3ayMOHHbIX METO40B

[[eomeTpuyeckne nogxogbl B M (runepbonnyeckada reomeTpus,
CreKkTpalibHble MeTOabl)

bonblwune A3bIKOBble MOAENN N UX CBONCTBA



UTO TaKoe NCKYCCTBEHHbIN MHTENNEKT

NIN-TexHonorns cosgaHnsa
NHTENNeKTYyanbHbIX MallUH KOMMbIOTEPHbIX
(d>koH MakkapTwh).

Cnepyet otnndatb NI oT obLero
NCKYCCTBEHHOIO UHTENEKTA
(AGI, Artificial General Intelligence).




YTO Takoe NCKYCCTBEHHbIN UHTENNEKT

UCKyCCTBEHHbIN UHTENNEKT: Nnobas
TEXHONIOrnA, NCNOMb3yroLWasa MaLlnHbI

o118 UMUTaL NN YenoBeYEeCKOro NHTENNEKTa
(BKHOYasa noruky Habopbl npasusn,
MalUMHHOE oby4yeHne n rnybokoe obyyeHue.

MalwunHHoe obyyeHune: NogMHOXECTBO
TexHonorum M, ocHoBaHHOE

Ha CTaTUCTUYECKUX TEXHUKaX. BKknrovaeTr
rnybokoe oby4eHue.

Tny6okoe obyuyeHune: anropuTMbl
Ha rNy6oKnX (MHOMOCNOWHBbIX)
HenpoceTAX.

ARTIFICIAL INTELLIGENCE

MACHINE LEARNING



Kak oby4yaroT A

CTtaHpapTHbIK nogxopn: obyyeHune
C yuynTenem.

3afaHa obyvatouiana Bblbopka {x;, y;}, i
=1,...,m, Mbl XOTUM Bbly4NTb MOAENb
(anroputm),

KOTOprI7| alfinpoKCnMunpyeT

9Ty 3aBUCNMOCTb:

f(x,0) =y, = y;

Heobxoammo 3agaTh KJlacc Moaenen

f(x,0) N PyHKLNIO NOTEPb

[(y,y) KOTOpasa onpepnenseTt, HACKOMbKO
Mbl OLLMONNCH (PUCK).

O6wasa 3agadya onTUMM3aLnm MMeeT BUL,

" i
L(O) = _le(yi'yi) — min
1=



4TO ncnonb3yeTca B Kayectse mogenen A

Ha paHHbIN MOMEHT, CTaHAapPTHbIM KflaCCOoM
MoAeNen ABnATCA rnybokue
HellpoceTeBble Mopenu (deep neural
network models).

OHW NpekpacHo paboTatoT Ha 3a4a4vax
Knaccunoukauymm nsobpakeHuun.

[1na 3agayn reHepaunnm TeKCTOB
HaI/I6OJ'IbLLIyI-O NOoNyNAPHOCTb MOJ1IyHYNIn

MOENN Ha OCHOBE apXUKTEKTYPHbI
TpaHcPopMepoB.

VGG-16 CNN Architecture



gea: kKoMnosnyma NpocTbiX QYyHKL NN

B ocHOBE naeun noCTPOEHUSA «OBLLNX»
Mo[enen NexnT nges KomMnosmuunum

GYHKUMNN:
f) = fil(fe-fre—2 - f1(x1))

B kayecTBe 610KOB UCMONb3YHOTCA
NMHEWNHbIE Npeobpa3oBaHNA, NMOTOYEYHbIE
HEeNMHEWHble NpeobpasoBaHna U bonee
CNOXHble, TaKne Kak HopManusauusa

N 610K BHUMAHWUS.

VGG-16 CNN Architecture



Knaccuyeckasa Teopusi CTaTUCTUYECKOro MaLlLMHHOIO 0by4eHus

Ecnn y Hac 3apuKcupoBaH Kacc Moaenu
f(x,0) Mbl MOXXeM pacCcMOTpPETb Kacc
GYHKLWMA, KOTOPbIA MOXHO NpeacTaBUTb
(BbIpa3nTenbHOCTb, eXpressive power).

MepBbivt BONpoc: BepHO nan HeT, 4To bonee
rnybokne apxntekTypbl 6onee
Bblpa3nTtenbHble? OTBET BO MHOIMX
NOCTaHoOBKax «[a».

BTopou Bonpoc: Ecnin pasmep obyyarouen
BbI6GOPKU GUKCUPOBaAH, TO KaK BegeT cebs
npeackKasaHne Mmogenn?

Knaccuyeckasa TEeOopUda roBopunT «HeT», HO BCce
3KCHepMMeHTbIHOKa3HBaKﬂ'O6paTHOG!

Revolution of Depth 282
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ImageNet Classification top-5 error (%)
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IPpeKT double descent

J10CTaTO4YHO YBEPEHHO B COBPEMEHHbIX
Moaensax Habnogaetca apdpekT double
descent — 3aBUCMMOCTb TOYHOCTMU

Ha TECTOBOW BbIBOPKN OT YMcnia oby4aemblX
napamMeTpoB.

Ka)keTca, 4TO CNIMLLIKOM MHOrro
napaMeTpoB — 3TO He TaK noxo!

Bonee TOro, YacTo 3TO NOMOraeT.

OcHoBHOM crnocob nccnenoBaHUS:
Neural Tangent Kernel

Error

‘under parameterizcd] [over parameterized

Complexity



Neural Tangent Kernel

13 cnekTpalbHbIX CBOUCTB A4,0Q,
ONTUMM3aLNOHHbIX MeToa0B!

A view of mini-batch SGD via generating functions: conditions of convergence,
phase transitions, benefit from negative momenta

M Velikanov, D Kuznedelev, D Yarotsky - arXiv preprint arXiv:2206.11124, 2022 - arxiv.org

Mini-batch SGD with momentum is a fundamental algorithm for learning large predictive

models. In this paper we develop a new analytic framework to analyze mini-batch SGD for ...
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MO>XHO MNOJIY4YUTb aCUMIMTOTUKY CXOONMOCTH
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Figure 1: Optimization trajectories and spectral distributions for MNIST. Left, center: Loss tra-
jectories of different training regimes for batch sizes 10 and 100 (see Sec. 3). We see good
agreement of NN with SE approximation at 7 = 1. Right: Eigenvalues \; and partial sums
Sp=Y lzi x MCu o characterizing H and C,. We see good agreement with assumed spectral power
laws A\, = Ak, S, =~ Kk~ as in Eq. (25). We estimate the values A, K, v, > from the curves in
the right figure. The dotted lines in the left and central figures then show Lpprox(t) = Ct—¢, with
C computed as Cgignal in Eq. (282) and ¢ = Z = 0.25. We see good agreement between Theorem 2
and experiment. Similar experiments for CIFAR10 with ResNet/MobileNet are given in Fig. 9 and
also agree well with theory.
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CBA3b C TEH3O0PHbIMU PaA3JTOXXKEHUAMU

Ecnn paccMoOTpeTb HeENpoOCeTH f(x) ={(P(x), W) (aHanor
CO crneunanbHOW HENMMHENHOCTbHO, Knaccudyeckoro kernel trick,

TO MO>XXHO MNMOKa3aTb, UTO
D(x) = P1(x1) ® -+ DPy(xg) )

W — npeacTaBnsaeTcA TEH30POM
Masioro patral

a) CBEPTOYHbIE CETU CBA3aHbI
C epapxmnyecKnM pasnoXXeHnem
Takepa

6) PEKYPPEHTHbIE CETU CBA3aHbI
C pas3NIoXXEHNEM TEH30PHOIo Nnoesaa

[na Toro, 4tobbl NpeacTaBUTb CAYYauHYI rnyooKylo ceTb C MOMOLLbHO
Hernybokom, Heo6xoaAMMo 3KCNOHEeHUasibHoe KOJIMYeCcTBO HEUPOHOB!
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AnnpokcmmMauyunsa ¢ NoOMoOLLbKO HENpOCeTeN

Knaccuyeckumn pesynbrar:

(Cybenko): oByx cnoeB A0OCTaTOYHO, YTOObI NPUBAN3NTL MHOOYIO
HenpepbIBHYO QYHKL WO

Ho Kak owmnbka nagaeT ¢ YNCNOM NapamMeTpoB.

EcTb psaf pe3ynbTaTtoB, HO HE BCe Tak NPOoCTO...;



AnnpokcmmMauyunsa ¢ NoOMoOLLbKO HENpOCeTeN

PaccmoTpum DeepRelU ceTu:
pa3peLlleHo YMHOXeHNe

Ha PUKCUPOBaAHHbIE MaTpULbI,

n onepauunsa ReLU(x) = max(x,0)

Mo>keM nu Mbl NPpN6IN3nNTb QYHKL IO
y = x2?

OTBeT: ga! (Apoukwnin, 2017)

OwnbkKa nagaeT 3KCNOHEHLUnanbHO
C Yucnom napameTpos!

Theorem 2.1. Suppose

2z, 0<xz<1/2
g =3 2(1—m); 1/2 <z <],
0, otherwise,

gs=gogo..og,
——

then function

m gs(I)
f’m =T — Z 92s
s=1

approzimates function f(x) = x2 with the following error bound:
|f(@) — fm(2)] < 272772
g can be also rewritten as:
g(z) = 2max(z,0) — 2max(z — 1/2,0) + 2max(z — 1,0),

that exactly represents one layer on a fully-connected neural network with 3
neurons and ReLLU activation function.
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CnepncTBue

PaccmoTpum DeepRelU ceTu:
pa3pelleHo YMHOXeHNe

Ha PUKCUPOBaHHbIE MaTpuLbl,

n onepaumnsa ReLU(x) = max(x,0)

MoXxeM N Mbl MPUBNN3UTL PYHKLUIO
y = x%?

OTtBeT: pa! (Apoukun, 2017)

OwunbkKa nagaeT 3KCNOHeHLnanbHO
C Yyncsiom napameTpos!

Mbl MOXeM MOoKas3aTb, YTO

ONA WNMPOKOro knacca pyHKUUM
(Hanpumep, peLleHnn ypaBHEHUI

B YaCTHbIX NPOU3BOAHbIX) OLLMDOKa
nagaeT 3KCNOHeHLUMaNbHO C YNCIOM
napamMeTpoB.

[Mpobnema: aTO HMKOrAa
He NoATBepXaaeTcH Ha NpakKTukKe!

CTaH,EI,apTHbIe ONTUMN3aUNOHHbIE
MeTOodbl HE HAaXoAAT 3TOT MNHUMYM
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[Tpobnema DNN B annpokcrumMaumnm rnagknx GyHKL U

[ NyboKne HenpoceTn A4nA annpokcuMaunm gaxke npocTbiX rnagkux oyHKLNUN —
HeycTouUunBas, NNoXoobycnoByeHHada NnapamMmeTpusayus.

M IMEHHO 3a cYeT KOMMNO3ULNN.

[ns peweHns 3agayd knaccupurkaumm To4HoCcTb 1072 — 1073 focTaTouHa,
ANA annpoKCcumMaumum — HeT

Heob6xogum noucK anbTepHaTUBHbIX, 6051ee YCTOUUYUBbIX, apXUTEKTYp!



[eomMeTpuyeckmne n Tonosormndeckme nogxoabl B DL

FeomeTpl/lquKvle noaxoabl o4eHb Ba>XHbl A/14 MOHNMMaHNA CTPYKTYPbl AaHHbLIX

Ba>kHoe HanpaBneHne — topology data analysis: Bbi4McCigaeM HEKOTOpPbIE
TOMOJIOrNYECKNE XapaKTEPUCTUKM U UCMNONIb3YEM UX ONA XapaKTepunsayuns
CBONCTB paataceTa

Hanpumep, aHann3 KayecTBa reHepaTUBHbIX Mo4eNen

HanpaBneHune 2 — cnekTpanbHble U rpadoBble MeToAbl. Mbl MOXEM CTPOUTb
rpradbl N0 A4aHHbIM U aHaNNU3NpPOBaTb X CBOUCTBA

HanpaeneHune 3 — runepbonmyeckne BloXeHns ass npencraBneHns oobekToB
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Geometry Score

ipea cocTouT B BblAeIeHUN TOMOJIOTMYECKUX CBOUCTB

Pmodel (X)
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Geometry score: A method for comparing generative adversarial networks
V Khrulkov, | Oseledets - International conference on ..., 2018 - proceedings.mir.press

... we define a measure of their topological similarity (Geometry Score) in the following way: ...
We also hypothesize that in the case of the large dimensionality of data Geometry Score of the ...
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IMD Score (1)

[lyCcTb eCTb ABa MHOroobpasmnsa MoXXeM onpeaennTb pacctodaHmne 'pomMmoBa-
BaccepuwTanHa Mexay HUMU

ECTb BblYMCINMaA BEPXHAA OLUEHKA:

dew (M, N) = supe™2(E+7) |hkty, (£) — hkt e (0)]
t>0
roe Heat Trace kernel MoXXHO oL eHUTb Yepes JlannacuaH 'paga:

hkt(t) = Tr(exp(tL))

HeobxognmMo yMeTb BCe 3TO 3QPEKTUBHO BbIYUCIATD.;

The shape of data: Intrinsic distance for data distributions

A Tsitsulin, M Munkhoeva, D Mottin, P Karras... - arXiv preprint arXiv ..., 2019 - arxiv.org

... comparing data manifolds, ... data moments. In a thorough experimental study, we demonstrate
that our method effectively discerns the structure of data manifolds even on unaligned data ...
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IMD Score (2)

- IMD MoXeT oThm4yaTtb
Pa3Hble pacnpenenieHns

- [Npumep: akTUBaUmm
C pas3HbIX ClloeB

- [1lpnmMep: pacnpepeneHue
oMbeaaunHroB CliOB

The shape of data: Intrinsic distance for data distributions

(=]
o
o

400

200

o

IMD relative to the last layer

A Tsitsulin, M Munkhoeva, D Mottin, P Karras... - arXiv preprint arXiv ..., 2019 - arxiv.org

... comparing data manifolds, ... data moments. In a thorough experimental study, we demonstrate
that our method effectively discerns the structure of data manifolds even on unaligned data ...
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CBs3b caMOby4eHuns C 3aa4e BOCMNOSIHEHMSA NPOMYCKOB
B MaTpuLie

B Hallel HepaBHe paboTe NoKasaHa CBA3b MeXay max TrZ'HZ
matrix completion n self-supervised learning ZeRnxd

. T .
Npoea SSL ocHoBaHa Ha ncnonb30oBaHWE CBA3EN subjectto Z Z =1
MeX Ay NONOXXUTENIbHbIMU U OTpULaTeNbHbIMU
npumMepamu

PesynbTaTt: Npu HEKOTOPbIX NPEeAnoIoXeHUAX, .
Mbl JeflaeM Noy-paHr BOCMOJIHEHME XHEH‘% 1X]] «

ana JlannacuaHa rpada . ~
subject to vec(WOX) = vec(H)

Is a Langrangian dual of

I'quemy 9TO Ba)XHO: eCcTb H6osblUas Teopunsd, KotTopas
ncenenyeT, CKOJIbKO AaHHbIX HY>XXHO AJ1A TOro,
YTOOblI BOCCTAHOBUTb MaTpuuy TOYHO

Bridging_Spectral Embedding_and Matrix Completion in Self-Supervised Learning
M Munkhoeva, | Oseledets
arXiv preprint arXiv:2305.19818, 2023 - arxiv.org




CBs3b caMOby4eHuns C 3aa4e BOCMNOSIHEHMSA NPOMYCKOB
B MaTpuLie

Mbl BUOUM TONIbBKO YacTb nap M — maTpuua gaHHbIX

M = USVT — ee CUHIyNsApHOE pasnoXxeHune
Yncno camMnnoB, HeEOBXoAUMBbIX A4
ObyUeHMA NPOMOPLMOHANBHO [apaMeTp HEKOrepeHTHOCTb
incoherence maTpuubl

T Ho™ T

max |U'e; l,< [—, max |V'e; ;< |—

NHPopmMauna AomkHa BbiTb pPaBHOMEPHO  1sisn, n, 1sjsn, n,

pacnpepneneHa Mexagy ctonbamu

Ymcno camMnos:
MO>HO MOHATb, NOYEeMY OLHU p* > couorlog?(n)/n

aMOeaaNHTN Nydlle apyrux!

Bridging_Spectral Embedding_and Matrix Completion in Self-Supervised Learning
M Munkhoeva, | Oseledets
arXiv preprint arXiv:2305.19818, 2023 - arxiv.org




[Mnepbonnyeckasn reoMmeTpus

bonbwnHCTBO MeToaoB Deep Learning oTobpaXatoT 0ObeKTbl B HEKOTOPOE
eNHOoe BEKTOPHOE NPOCTPaHCTBO.

Ecnu o6bekTbl BNN3KKU, TO X BEKTOPHbIE MPeaACcTaBeHna ToXe 6/11M3KMN.
Kak nsmepsarb 61M30CTb?

Tpwu NpocTpaHcTBa NOCTOAHHOW KPUBWU3HbI: eBNNAO0BO NPOCTPAHCTBO, chepa,
rmnepbonnyeckoe NpPoCTPaHCTBO.

cnonb3oBaHue runepbonnyeckom reoMeTpmm o4eHb NonynsapHo!

[Touemy?



[ToyueMy rmnepbonnyeckoe NPOCTPaAHCTBO?

[Mnepbonnyeckaa reoMeTpusa

XOPOLWO npenctasndeT nepapxuro.

MeTpuka: gr(x) = 22982, =

2
1-[lx|I2

MO>XHO 0600 NTb OCHOBHbIE

ornepauunn B 3TOT popmMar.
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Kak peanunsoBaTb runepbonunyeckmne ambeaanHri

-~ Bnepsblie — B NLP (Natural Language Processing)

-~ Hawa paboTa — nepBas No MCNOJSIb30BaHWUIO rMnepbosiMyeckomn reoMeTpumn
ON1A n3obpa keHnn

~ Bo BTOpoOW paboTe nony4deHbl Haunydlne pesynbTaThbl A8 Lenoro psaaa 3anad

- OCHOBHas ngesd: HempoceTb A4 BblAeNIeHNA NPU3HAKOB + OTODOpaXKeHune
B runepbonnyeckoe NpoCcTPaHCTBO

Hyperbolic image embeddings Hyperbolic vision transformers: Combining_improvements in metric learning
V Khrulkov, L Mirvakhabova... - Proceedings of the ..., 2020 - openaccess.thecvf.com A Ermolov, L Mirvakhabova... - Proceedings of the ..., 2022 - openaccess.thecvf.com

... that in image classification which construct embeddings in the Poincare model of hyperbolic ... with output embeddings mapped to hyperbolic space. These embeddings are directly ...

... input images which are more familiar to the model get mapped closer to the boundary, and ... Note that in our case, this token is used to obtain the image embedding, but we do not train ...

Y¢ Save Y9 Cite Cited by 185 Related articles All 14 versions $9 Y¢ Save D9 Cite Cited by 31 Related articles All 6 versions 99
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[enbTa-rnnepbonnyHocTb no NpomoBsy

MOXHO N3MePUTb CTeneHb rmnepbonYHoCTU!

[lponsBeneHne 'pomona: (y,z), =

(x» Z)W = min((x: y)w» (y’ Z)w) -0

Ecnn 6 = 0 mnony4ymum gepeso
Mbl Bcerga cymtaem §

HepaBHO OOHapyXunu,
YTO CTaHOAPTHbIM anropuTMm
BblYMCNIEHUA UMeEeT nNpobnembl!

~(d(x,y) +d(x,2) — d(y,2))

Dataset

Encoder CIFARI0 CIFAR100 CUB MinilmageNet

Inception v3 [49] 0.25 0.23 0.23 0.21
ResNet34 [14] 0.26 0.25 0.25 0.21
VGG19 [42] 0.23 0.22 0.23 0.17
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[Mnepbonnyeckasa reoMeTpus Ansa peKkoMeHaaTebHbIX CUCTEM

- 3amMmeHdaem SVD

-~ OKasanocb, YTO runepbonnyYecKkmnm
BapuaLMOHHbIA aBTOKO4NPOBLLMK

nyylle Bcex
@50 @100
~ PaboTaeT B nHAYyCTPUN, REC NDCG  REC  NDCS
EASER 0.3801  0.2978  0.5072  0.3510
6bICTpO quTCﬂ SLIM 0.4002  0.3203  0.5299  0.3752
PureSVD 0.3593  0.2840  0.4784  0.3342
iALS 03138  0.2410  0.4216  0.2862
MultVAE 0.4127 03167  0.5456  0.3730
AE 0.1994  0.1333 03176  0.1744
HAEH, 1) 0.3197  0.2623  0.4695  0.3282

Performance of hyperbolic geometry models on top-N recommendation tasks HAE(H 0.004) 03498 02801 05149  0.3516
L Mirvakhabova, E Frolov, V Khrulkov... - ... Recommender Systems, 2020 - dl.acm.org HAE(M 1) 0.3278 0.2694 0.4823 0.3375

... are known to be tightly connected to a hyperbolic geometry [14]. This fundamental ... HAE(M, 0.004) 0.3565 0.2872 0.5211 0.3586

recommender systems [5, 27]. In this work, we tackle the problem of hyperbolic recommender ...

1 . . i H-VAE(0.004) 0.3793 0.3122 0.5526 0.3891
¢ Save P9 Cite Cited by 21 Related articles All 4 versions




[ Mnepbonnyeckmne BNOXeHna ana MoagennpoBaHus
nocregoBaTe/IbHOCTEN

Tekyw,as paboTa: NPUMEHUTb K MOAENAM TUMa «TPaHCHOPMep».

[10BONbHO yCMeLwHOo, MeHblle pa3MepHOCTb BEKTOPHOIo NPOCTpPaHCTBa
NPN TOU Xe TOYHOCTMW.

MHOIo OTKpPbITbIX BOMPOCOB.



bosnbllne A3blKOBble MOAENN

bonblana YyacTb UccnegoBaHWi NOCBsALLeHa 60blLUMM A3bIKOBbIM MOAENAM
(LLM).

LLM yyntca mogenmpoBaTb BEPOATHOCTb MociegoBaTeNbHOCTU TOKEHOB (CIOB,
OYKB): p(X1, -, Xgq) = P(Xgl|Xq—1 - X1)P(Xg-1] --+)

bnarogapsa ncnonb3oBaHUO BHUMaHUA, LLM MmogennpyeT BepOATHOCTHOW
pacnpepnersieHne Ha nocfiegoBaTeIbHOCTAX MPOW3BOJIbHOWN OJINHbI.

Mopenb O6y‘-laeTCFI Ha OrPOMHOM KOJIN4YeCTBE TEKCTOB.

Habntogaetca 60nblIOe KONMNYECTBO ABMEHUN, KOTOPOe TpebyeT 06bACHEHNS
N HOBOW aKCUOMAaTUKMW.



Alignment

[TpMep TeopeTnyeckoro pesynbrtaTta (HepopmarsnbHO)

Ecnu si3bikoBasi MOAesib MOXET reHepmnpoBaTb C HEHYIEBO BEPOATHOCTbIO

«MNJI0Xne» TEeKCThI (3aaaHHble C NOMOLbO MHAMKaTopa B(X) )
TO MOXHO NogobpaTb Takoe Ha4yano nocnenoBaTesibHOCTU («MPOMT»)
4YTO B BepoATHOCTb p(B(y) =1) = 1,y ~ p(- |t)

TakXXe MOXHO OLUEHUTb ANIMHY «MPOMTa»

Fundamental limitations of alignment in large language models
Y Wolf, N Wies, Y Levine, A Shashua - arXiv preprint arXiv:2304.11082, 2023 - arxiv.org

... 3 order to assert several important statements regading LLM alignment: « Alignment
impossibility: We show that an LLM alignment process which reduces undesired behaviors to a ...

v¢ Save Y9 Cite Cited by 27 Related articles All 2 versions 9




Self-instruct

OyeHb nHTepecHbIN apPpeKkT — self-instruct.

Mbl nogaeM B A3bIKOBYIO MOJesb «MPUMepbI» B Ha4asio TekcTa.

A OHa HauYMHaeT reHepunpoBaTb HOBbIE, KOTOPbLIX HE ObINIO B 0OYyYatoLLen
BbIbOpKeE.

Takoe cCBOMUCTBO «camMonoaobuna» TpebyeT Kakoro-To 06 bACHEHNS,
«aKCUOMATUKNY.



[ToMeHeHnA A3bIKOBbIX MoAesNien

IHTepecHoe HanpaBfieHne — nucnosib3oBaHne LLM onsa reHepauum
0OKas3aTeNlbCTB.

HaobopoT — TecTuUpoBaHmne Bo3MoXXHocTen LLM Ha MaTeMaTmnyeckumnx
3afadax/nouck npobrnem n 6eHYMapKoB.

[10BOSIbHO MHOIO CTaTeN Ha 3Ty TEMY, LUKONIbHYKO MaTEMATUKY +- COBPEMEHHbIE
MO/JENN HayUYMINChb pellaTtb (HEACHO, KHay4YUIIUCb» NN 3aMOMHUNN).

Ho 3TO J0OBOMIbBHO MHTEPECHOE HanpaB/eHne NccneaoBaHN.



NTorm

[lepcnekTuBHbIe HanpaB/ieHUA: Teopusa annpokuMaunm GyHKLUN,
reoMeTnyeckmne/Tonosnornyeckoe nogxoabl, Teopua npeacTaBneHnin (He ycnen
noroeBopuTb 0 disentanglement), Teopuns BEPOATHOCTEN.

Ha Mol B3rnsaa, HeobxogmMmMa HeKOoTopas akcmomMaTumKa A 60NbLUMX A3bIKOBbIX
Mopenen, YTobbl OObACHUTb UX OYEHb MHTEPECHbIE CBOWCTBA.
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